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Module 1 Module 1

Module 2

Module 2 Module 2
Module 2-(1)
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Module 2-3)

Module 2-3) Module 2-3)
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Linear
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? ? time
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Q= Concat(Q,, Qy,---Q,)
K= Concat (K}, K,,...K,)
V= Concat(V}, V... V) (1)

input, ={ Q, K, V;} (1 < i <n) ©)

MHAS| 7t head 4152 717t S99 9gk& 7117 Hek. Pyehon &
Aol FAE CSWinTT9 MHAE head4tHSo] ZZFAPo g o] Fo]A
Q1N head, 7F A2 AHL head,, o] FRE olFelth A (3) ¥
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head, (input;) = Attention(Q, K, V;)

T

= softma.w(#) V 3

Vi

MHA $2 ¥ 7 heado 273t 2% €4 shtol Az BEw o

o]ojo] F2 WA (Linear ~ Normalization2)& 214 082 4=54gtct,
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[ 3-4]= Python AN kol 7|E2Q] ~AEY 7|&(Tensor

=
CUDA Stream API-PyTorch master documentation, online)& 2-&35t#] &
A YHEE AEY SHUE AMgSte] 4Zte] A Ego] Ade AEshes A

2 HolEr}, Python 7494+ GIL(Global Interpreter Lock) &) 2|5t
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:a G * " G Release GIL

CPU, i : :
Host | Emi

Device

Default Stream 0 0 kernel, )0 kernei2 )0 kerr:1el3 )0 kernel, ) )
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Algorithm 1 DR Management

GPU!,4: A set of GPUs utilized by App;
GPUs.: : {GPUy, GPUy, ... GPU,,}, m GPUs in the system
n : Predefined period

1: Function DR_management (SD;, DR;, SDge¢)
2: if # of Apps <m

new_DR;[a] « 0
GPUset < GPUset - {GPUtemp}
10:  return new_DR;
11: if SD; != max(SDse) or SDAUT < s,
12:  new_DR; « current_DR;
13:  return new_DR;
14: else
15:  GPUpqyx < A GPU with the biggest Util. in GPU. 4
16:  GPUp;n < A GPU with the smallest Util. in GP U,
17:  if (Util. of GPU .- Util. of GPU,py1)> Utilyy,

3: GPUp,in < A GPU with the smallest Util. in GPUg,,
4:  forgin GPUg,

5: if g == GPU,n

6: new_DR;[a] « 10

7: else

8:

9:

18: new_DR; « DR?UpdatertiI(GPU,ised, GPUset, GPUpin)

19:  else

20: GPUg4.5t < A GPU which has the minimum Avg. SD value in GPUg,;
21: GPU,,. < A GPU indexed by the biggest value in DR;

22: new_DR; «DR_Update_SD( SD;, DR;, SDget, GPUgpc, GPUgest)

23:  return new_DR;

[1¥ 3-8] DR Management &1 28|& +LEIE

GPU, ., &1 & W, GPU,, °l GPU, °l ZZHA Fe=ttd GPU &

zl

GPU. o EFAZ T 2 GPUS] Hujat n]usja] dlojd ul&S A
. GPU,, %H GPU, ., % 7V AH&-Eo] w2 GPUZHA| APP] ulyujX]
&o] fractes FHE TPATH(IH 3-919] 2 2~11).
oAE 5o App,e DR=[55,0,01% A=k, GPU.,.,+ GPUOLH GPU19|
, A2 wyEiA] HolEzt 50%4 WHA Qe AEielth. GPUO~GPU3
FLES SAUR 20%, 30%, 80%, 50%=t1 7F4%ich ZF GPUS] Ap
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Algorithm 2 DR Update by Util or SD

GP Ufmd: A set of GPUs utilized by App;

GPUg,: : {GPUy, GPU,, ... GPU,,}, m GPUs in the system

GPUpipn : A GPU with the smallest Util. in GPUg,,

GPUges : A GPU which has the minimum Avg. SD value in GPUg,,
GPU,,. : A GPU indexed by the biggest value in DR;

1: Function DR_Update_Util(GPU,fLsed, GPUget, GPUpin)
2: if GPUpyiy, & GPUlgeq

3: GPUfzsed <~ GPUEtsed U {GPUmin }

4. Util. remained « 0

5: forjin GPUlseq

6: Util. remained « Util. remained + 100 - Util. of GPU;
7: for kin GPUg,,

8:  ifkin GPULsq

9: new_DR;[k] « l% * 10 + O.SJ
10: else
11: new_DR;[k] « 0
12: return new_DR;
13: Function DR_Update_SD( SD;, DR;, SDget, GPUgyc, GPUgest)
14: Eppy < —21

© UMY T DRi[GPUsrc]
15: 7 o |SRiz(max(sDsen)-min(sDser))/2

Empr
16: new_DR; « current_DR;
17: new_DR;[GPUg..] <« new_DR;[GPU,.] -r
18: new_DR;[GPUgest] <« new_DR;[GPUgest] + 1
19: return new_DR;

(719 3-9] DR Y4o|E 418E £EFE

L2° GPUOEE 80%, 70%, 20%, 50% ©]7] mj&o] AMg-Eo] 7FF we
GPU27} GPU . ©o] Bt dara]Fol o=t GPU27F App; ol ulYuix] dlo]E

min

ke 2 GPUZL =i, o] o GPUL,,,+ {GPUO, GPUI, GPU2}

it

olty. GPU,,.,° 7t GPUQ @2 &8ES T8EY & Fo= Uk A2
wAYE 0.09, 0.18, 0.727} =11, o] FELS ol 100%7F =& HE= ¥
gobd  10%, 20%, T0%c°lvt. webs App oA Mz EEE DRe=
[1,2,7,0]0]c}.
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A3 o] = DenseNet121(Huang, et al., 2017), ResNet50,
AlexNet(Krizhevsky, et al., 2017), ResNext(Xie, et al., 2017), ShuffleNet
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ABSTRACT

Improving the Efficiency of DNN Model Inference and
Training through Distribution Mechanisms

Kim, In Mo

Major in IT Convergence Engineering
Dept. of IT Convergence Engineering
The Graduate School

Hansung University

With the advance of deep learning technology, DNN models are
being used in various application fields. DNN models used in these fields
require high accuracy and fast inference time. Furthermore, complex
DNN models with high accuracy require a large number of GPU
resources in the learning phase. The execution environment of DNN
models is classified into two categories. One is a single DNN execution
environment, and the other is multi DNN execution environment. In this
paper, we propose methodologies for improving efficiency in two
environments by applying distribution mechanisms. In the case of running
a single DNN, we apply intra—model distribution mechanism to confirm
the efficiency improvement through the reduction of inference time for
the model inference phase. The other case, running multiple DNN
models, we present an inter—model distribution algorithm that efficiently
distributes  GPU resources allocated during the training phase. This

algorithm allows the entire learning application to receive a fair share of
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GPU resources. In the single DNN model inference case, CSWinTT, an
object tracking model, is the target DNN model. We propose a method
to reduce inference time by changing heads in the Multi-Head
Attention(MHA) of the transformer encoder serial to parallel execution.
We propose a method to reduce inference time by changing the execution
of the MHA heads inside the transformer encoder from sequential to
parallel. For parallel execution, one MHA module is separated into
several head modules, and each separated module is executed in a
multi—threaded manner. In this case, it runs on C++, not the Python, to
support complete multi—threaded execution. As a result of parallel
execution, the average execution time of the encoder decreased by 56.8%,
and the average FPS increased by 63.3%. In multiple DNN model
training cases, competition between applications to occupy GPU resources
is inevitable if the total amount of GPU resources is less than that of
resources required by all learning applications. We propose a method for
solving the problem of applications with relatively long learning times.
Based on the current GPU resource utilization status of each application,
the ratio of the predicted learning completion time and the learning
completion time when each application uses GPU exclusively is calculated
and defined as the current Slow—Down of the current application. The
ratio of mini—batch data per GPU of each learning application is
periodically adjusted and a fair allocation of GPU resources is achieved
so that the Slow—Down values of currently executed learning applications
become similar. As a result of confirming through the experiment, the
maximum Slow—Down decreased by more than 53%, and the overall

GPU utilization rate increased by 25%.

[KEYWORD]) Multi-head attention, Multi—threading, Multi-GPU

training, Slow—Down
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